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Program (NWISP) administered by the Association of Work-
Abstract—Currently, work injury compensation boards in  ers’ Compensation Boards of Canada (AWCBC). These codes
Canada track injury information using a standard system of = phaye peen adopted by each provincial workers’ compensation

codes (under the National Work Injury Statistics Program board in C da. Th dt d h .
(NWISP)). These codes capture the medical nature and original oar ] m_ anada. ey are u;q 0 e,nco €a cqmpre enswe
cause of the injury in some detail, hence they potentially contain description of the cause of the injury or illness and it's medical
information which may be used to predict the severity of an nature. A description of the work injury usually accompanies
injury and the resulting time loss from work. Claim duration  a compensation claim on a standardized form. The description

measurements aqd forecasts are central to the operation ofawprk is then summarized using the coding system by trained staff,
injury compensation program. However, due to the complexity d entered int dministrative datab

of the codes traditional statistical modelling techniques are of and en e.rtle n 0. a_n adminis r‘_”l ve a.a ase.
limited value. In addition to injury codes, information about age, gender,

We will describe an artificial neural network implementation of ~ place of residence and workplace may be used. All this
Cox proportional hazards regression due to Ripley (1998 thesis) information is available at the time at which a claim is filed,
which is used as the basis for a model for the prediction of g4 that the prediction can be used to aid claims management.

claim duration within a work injury compensation environment. . S . . .
The model accepts as input the injury codes, as well as basicThe information is either submitted with the claims form, or

demographic and workplace information. The output consists of can be linked to a claim within the administrative database.
a claim duration prediction in the form of a distribution. The Because of the complexity of the prediction inputs, Arti-
input represents information _availabl_e when a claim is first_ filed, ficial Neural Networks (ANN) present a natural framework
\E/inI1|? dgsgritle{ﬁgoﬁoggl L;Sele(;jctli';]) ﬁpﬁfc'g‘jugagz%%ﬂzgasgtrtc')'ggeaz\:g with which to develop a prediction model. Furthermore, such
for accepting inputs with missing covariates. models_can adhere to basic pnnmplgs of statistical mode!lmg,
measuring both the effect of covariates, and the remaining
|. INTRODUCTION variability of the modelled response after covariate control [1],

. . 3].
The primary purpose of a worker's compensation program[l%]’ [ .
to reimburse the expense associated with time loss from workWe note, h_owe_ver, that_ various .ANN ba_sed _m(_)dels devel-
ed for survival time (or risk) prediction, primarily in the area

due to injury or illness caused in the place of employment. TI%J . o
of cancer prognosis, have reported no significant advantage

duration of a claim is both a measure of the severity of thvshen compared to simpler alternative methodologies such
medical condition as well as the principle factor driving costs comp . P . 9 .
as logistic regression, Cox proportional hazards regression

to the program. There is therefore a motivation to develoIH classification trees [4], [5], [6], [7], although improved

statistical models which can predict claim duration based odictions for ANN models in this apolication have been
information available within a worker's compensation environ?eported in [8] PP

ment. For the application considered here, the input data consists
In this article a model for the prediction of time loss dura- pp : : ' P .
of 10 categorical covariates, with class numbers ranging from

tions is developed, using data obtained from the administrat|:¥<eto 80, resulting in an input vector too complex for standard

database of the Workplace Health, Safety and Compensat}(énression techniques. We emplov a model based on an imole
Commission of Newfoundland and Labrador (WHSCC). Thg 9 €55 ques. W ploy S ' Imp
o . ) - mentation of Cox proportional hazards regression in which the
prediction is based primarily on a system of injury codes - . )
. o ... linear prediction term is replaced with an ANN [9]. The model

developed as part of the National Work Injuries Statistics . : T .
can be trained using historical claim data extracted from the

This work was supported by The Workplace Health, Safety and Comp&\dminiStrative database. '_A‘n importan@ feature is that c_er_150ri_ng,
sation Commission of Newfoundland and Labrador. which occurs when a historical claim used for training is



TABLE I

not yet closed, can be naturally accommodated. An important
CODING EXAMPLES

advantage of this type of model is that a prediction may consist

. O - Nature of Injury - Medical condition underlying injur
of a complete duration distribution, so that the statistical rangzzg Cdtsrylacerations e

of a prediction can be easily assessed. One feature of this daiszo2 Second-degree heat burns, scalds
is that claim durations associated with similar sets of inputg4530  Silicosis

may vary considerably, so the ability to capture this variabilityp, o gody - Location of injury

is crucial. 22100 Esophagus

The structure of the data is discussed in Section 1l. Theé4000  Finger(s), fingernail(s), unspecified

.. . . . 34001 Thumb or thumb and other finger(s)
proposed model is introduced in Section Ill. Model selection;;qp;  Eingers, except thumb

and evaluation are discussed in Sections IV and V. Section
VI deals with the problem of partial inputs, and the article Source of Injury - Object or substance causing injury

. . 06400 Herbicides, unspecified
concludes with Section VII. 06410 Benzoic and phenylacetic acids

06420  Bipyridyls
[l. STRUCTURE OFDATA 11200 Barrels, kegs, drums

. . . . . 11400 Boxes, crates, cartons
The variables available as predictors are listed in Table I. 15155 Bookease

TABLE | Type of Accident - Circumstances of injury
PREDICTORVARIABLES. 02100  Struck by falling object
11230 Fall from loading dock
Variable Name 31500 Contact with overhead powerlines
Short  Long Comments
NOI Nature of Injury  NWISP injury code Standard Industrial Classification - Employer classification
POB  Part of Body NWISP injury code 0617 Iron Ore and Gypsum Mining
SOl Source of Injury  NWISP injury code 4411 Project Management, Construction
TOA  Type of accident NWISP injury code ) ) o
AGE  Age of claimant  Categorized by quartile Occupation Codes - Occupation classification
SEX  Sex of claimant 3115 Veterinarian
SIC Employer Type Standard Industrial Classification 8148 Labourer: Metal Processing
OCC  Occupation WHSCC occupation code
PAY Employer size Total payroll categorized by quartiles TABLE III
CPC Region Employee postal code (1st 3 characters)
CODING CONSOLIDATION
Code No. Distinct
The response variable of interest is short term time loss (or Original  Consolidated
claim duration). This value represents the number of weeks, NOI 154 61
starting from the claim open date, during which compensation 28:3 éég 5’523
was received. A claim is closed when the claimant returns to TOA 169 28
work or is moved to a long term benefit program appropriate SIC 373 80
for severe or permanent injury. Censoring plays a role in the occ 311 70
analysis of the data, since at the time the data is extracted CPC 89 33

for analysis there will be claims still open. The censoring is
assumed to be noninformative. The maximum claim open date
in the extract was December 4, 2000, which is the capture date

of the data used in this project. signifies speplflcally an injury to the thumb. Further examples
and descriptions are given in Table II.
A. Codes Employee type (SIC) is classified using the 1980 Standard

The main covariates consist of codes used to classify ffglustrial Classification (SIC) (Statistics Canada) which uses
injury, the place of employment and the occupation of tH@Ur digits. Occupation type (OCC) is classified using 1980
claimant. Under NWISP standards injuries are coded using fﬁé\nadlan qukplace Injury Statistics .Pr.ograrln (CW,ISP) and
distinct codes, which are used to clasgirt of body(POB) uses four digits. These codes have similar hierarchical struc-
nature of injury (NOI), source of injury(SOI) andtype of tre: o _ _
accident(TOA). The fifth (secondary source of inju)yis not The number of distinct codes found in the modelling extract
implemented, so we use the remaining four. These codes h&@fefach type is given in Table Ill. In many cases, codes
a hierarchical structure. In particular, the NWISP injury code¥® represented by a single claim in the extract. ahhoc
consist of five digits, in which greater level of detail is given byonsolidation procedure was undertaken to combine under-
lower order digits. For example, any POB code beginning wiflgPresented categories. Consolidation was done on the basis of
34" signifies an injury to the fingers. The digit '0’ denotes 4he similarity of code descriptions implicit in the hierarchical
lack of further detail, so that 34000 is interpreted as an injuﬁ}ru_cture_. The number of distinct categories after consolidation
to the finger of fingers for which further detail is unavailablés given in Table 1iI.

(with respect to the part of body injured). The code 34001



B. Other predictors

There are two quantitative predictors, age (at claim open
date) and employer size given by total payroll. These are
represented by categorical variables AGE and PAY (Table
1). The values are partitioned into quartiles, then AGE or
PAY indicate the quatrtile into which the claim belongs. The
quartile boundaries for AGE were 30, 38 and 47 years of 1990 1995 2000 1990 1995 2000
age. In addition, the claimants’ sex is available as a predictor Open Date Open Date
(SEX). Within the extract 64.7% of claimants were male. The
employee region is coded using the first three characters of
the six digit postal code, denoted CPC.
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I1l. STATISTICAL MODELLING
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The data used to predict durations will contain records
for which claims are still open, hence some proportion of
the responses used to build the model will be censored, in
the sense that the claim duration extracted from the data Open Date
base represents only a lower bound for the eventual duration,
unless the claim is indicated as being closed. In FigureFly. 1. Long term trend in claim duration. 1) and 2) Mean and median
the proportion of claims still open as of the capture dateends using piecewise linear Cox regression (solid) and quarterly summaries
of December 4, 2000 is shown as a function of open dafg‘r."ShEd)' 8) Quarterly summaries of censoring rates.

Approximately 30% of recently opened claims remain open,
and approximately 5% of claims opened 5 years previousky Long term duration trends

remain open, hence techniques from survival analysis which h hs in Ei btained by fiti . .
account for censoring will be indispensable. The graphs in Figure 1 were obtained by fitting a piecewise

A random lifetime (a positive valued random variableznear Cox regression model of mean and median claim

has densityf(t) and cumulative density functiof(¢). The uration against claim open date. Continuous knots were im-
hazard rateis defined to beh(t) — f(¢)(1 — F(¢))~%, and posed at the end of yearly quarters. For comparison, quarterly

can be interpreted as the instantaneous rate of death at tifHgmartes of mean .and median duration are shown (not
¢ conditional on survival up to that time. It is a completé?‘_ccoum'ng for censoring). The quarterly censor rates are also

representation of (¢) (for reference, an exponential density,g'ven‘ There is a c_Iear upward trend in c_lalm duration, evident
en methods which account for censoring are employed. The

which models a 'memoryless survival time’, has a constal

hazard rate, so that the death rate is independent of currgH?r.terly Mmean summaries .do not aqcount .for censoring, and
age). SO give an inaccurate depiction of falling claim durations. The

Suppose we wish to model cependerce of the hzard (ECE0 SUMTAres, 1ol sensiye o censors a5 e e
function on a covariate vector of fixed structuréa p x 1 real ' gnly 9-sp ‘

valued column vector). Let(z) be a real valued prediction we als_o note that the_ current NWISP iljjury codes replaced

term. The Cox proportional hazards model [10] takes the forfil earI!er gtan_dard prior to 1998. .Thus, N ordqr tg use a data
set which is time-homogeneous in duration distribution and

he(t) = ho(t)e"(f”) (1) coding protocols the prediction model used data with an open

date of January 1, 1998 or later. Finally, records with durations

whereh,(t) is the baseline hazard rateThe impliedpropor-  of 0 were removed (such claims may receive compensation for
tional hazards assumptiois that all hazard rates are identicathe cost of medical treatment but experience no time loss). This

in shape toh, up to a multiplicative constant. When thisresulted in a total of 17,026 claims available for modelling (the
assumption holds, this model is particularly tractable, singgodelling extract).

the likelihood conditioned on the times of death does not For the purposes of model selection the 17,026 were ran-

depend onh,. Thens can be estimated with the availablejomly divided into a training sample (10,000 claims) and a
data. If neededh, can be recovered from the fitted modeltest sample (7,026 claims). In general, models were fit using

In the most common implementatiofy, is ap x 1 column  the training sample, then were evaluated using the test sample.
vector, andy = 7'z is the linear prediction term. The partial

likelihood is then maximized with respect b However, the B- Proportional hazards assumption

structure of the likelihood does not depend gnso more  To validate the proportional hazards assumption, the com-
flexible prediction terms may be used. For example, in theete data set was partitioned in turn by the six codes indicated
generalized additive modébrm proposed in [11}; assumes in Figure 2. For each subset, the cumulative hazard function
nonparametric functional forms. Here, we adopt the for (¢) = fot h(u)du was estimated using a Kaplan-Meier esti-
proposed in [9], in whichy is the output of an ANN. mate of the survivor functiot$(¢) = exp(—H(t)) (equivalent

0.0

Proportion of Censored Claims

1985 1990 1995 2000



TABLE IV
INTERACTIONS BETWEENNATURE OF INJURY AND SEX (OUT OF 25

: : f' copEs
¥ ¥
© © Sex with
> o 2 . P > 4 NOI longer durations P value
Log Duration Log Duration Dislocations Female .0025
Sprains, strains, tears Female < .0001
o o Rheumatism, except the back, unsure  Female < .0001
- - Avulsions Male < .0001
. N Burns, n.e.c. Male .0081
-2 0 2 4 -2 0 2 4
Log Duration Log Duration TABLE V

INTERACTIONS BETWEENPART OF BODY AND SEX (OUT OF 38 CODEY)

N N Sex with
o o POB longer durations P value

4
4

5 . 2 ) P 5 " ) Chest, except int. loc. of diseases ... Female .0373
Log Duration Log Duration Wrist(s) Female .0003
Knee(s) Female .0106
) . ) - Groin Male .0283
Fig. 2. Log cumulative hazard functions partitioned by NOI, POB, OCC, _. . .
Finger(s), fingernail(s) Male < .0001
PAY, AGE and SEX (b | , then b . X
an (by column, then by row) Multiple body parts Male .0499

covariates influence duration independently of each other. For
example, if durations for females are higher than for males,
then such a model will always predict higher duration for a
female when all other covariates are otherwise equal. However,
o o we find that the sex ordering of durations depends on the
AT covariates. To illustrate this, the entire data set was partitioned
by NOI code. For each subset in which each sex is represented
at least 10 times, a log-rank test [12] was used to detect
significant differences in duration by sex. For each significant
result (P-value< 0.05), the sex with the highest durations
was determined. Of the 25 codes satisfying the size cutoff,

sol

| Wi ety |

F T R the significant differences are listed in Table IV. A similar
| o O || 08009868 ot n oot n ! analysis was carried out for POB, with 38 codes satisfying the
' ' ] ] size cutoff (Table V). We conclude that sex ordering interacts
with the injury codes.
Fig. 3. Multiple boxplots of log duration given for each predictor. The presence of interactions means that a main effects
model would fail to capture potentially important structure.
Interactions can, in principle, be added to the model, but the
to the population proportion which survive past timeUnder |arge number of potential interactions, given as products of the
the model of equation 1, the log cumulative hazard functiomgmber of categories in Table IIl, would make this process
will differ by a constant. This effect is evident in Figure 2. far too complex. As an alternative, an ANN would be suitable

C. Main effects model for modelling these interactions using potentially far fewer
parameters.

Multiple boxplots of log durations are given in Figure 3,
giving an indication of the degree to which the predictors affebt: ANN model
duration. In order to compare the proposed ANN model to aWe will use an implementation of the Cox proportional
simpler alternative, anain effectsCox proportional hazards hazards model due to [9] in which the predictor tefof (1) is
model was developed, treating each of the 10 predictors @culated using an ANN, using the inputs defined in Table I.
a factor. This gives a model structure similar to multipl&@he network architecture is based on a multilayer perceptron,
treatment analysis of variance (ANOVA), using no treatmestructurally identical to a directed graph’, E') with n; nodes
interactions. The model was built by adding predictors su®- labelledi = 1,...,n,. Edge(i,j) € E exists if node:
cessively. Using likelihood ratio tests for the nested sequencennects to nodg. Node: is labelled by a real number;,
all predictors were associated with significant increases amd edgg(i, j) is labelled with real-valued weight;;.
likelihood. Nodes are arranged in three disjoint layers, an input layer
The assumption behind a main effects model is that tloé n; nodes, a hidden layer of, nodes, and an output layer




consisting of a single node. The network implemented here is Reduced Model Full Model
fully connectedthat is, each input node is connected to each
hidden node, and each hidden node is connected to the output
node. Optionally, each input node is connected to the output,
node gkip layer connections), which are implemented here. °|
No other type of connection is permitted. Denote the input and
hidden noded and H, and input-to-hidden, hidden-to-output
and input-to-output edgesH, HO and IO respectively.
Labels for the hidden layer nodes are given by the formul
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where ¢(u) = exp(u)/(1 + exp(w)). An input vectorz is an

ordered list ofn; real numbers to be assigned as labels for the T . . 5 5 . ; . 7 .
input nodes. In [9] this generates a relationship between the Decay Decay
input vector and the output node label:
Fig. 4. Generalized?? by decay parameter, for reduced and full models.
77($) = Z Wi Ty Separate lines corresponding to number of hidden nodes are superimposed.
(i,5)EIO
+ Z wi;b Z Wij T 2) IV. M ODEL SELECTION
i .
(4,))€EHO (i,§)eTH The model defined by (1), (2) and (3) can be varied in three

One input node (théias node labelled 0) is added which Ways: First, we consider reduced and full models:

accepts a constant input of 1. Note that the transformagion(R) AGE, SEX, POB

is not app“ed to the output node. (F) AGE, SEX, POB, NO|, TOA, SOl, S|C, OCC, CPC, PAY.
The model is constructed by allowing the tefrfr) of (2) The model may be further varied by altering the decay

to be incorporated into the model of equation (1), in plaggarameter\ and the number of hidden nodeg.

of the more commonly used linear prediction term. In the To score a model, a fit was calculated using the 10,000

model proposed here, each input variable is categorical (AGfaining records to minimize (3) for fixed,;, A\ and model

and PAY are given as quartiles, and so have four classsize (R) or (F). The resulting weights and baseline hazard

while SEX has two classes). For each categorical variabfanction were used to implement (1) and (2). The prediction

one input node is assigned to each class (category valueym n of (2) was then calculated for each of the 7,026 test

A set of categorical variables is transformed into an inpugcords. A new univariate Cox proportional hazards models

vector by setting the input node assigned to a categoriegds calculated for the test records, usings a linear predictor.

variable class equal to one, and the remaining nodes eqthek fit of the model was evaluated using the generaliZéd

to zero. The number of nodes in the input layer is therefooeefficient

determined by the structure of the input vectoOn the other 9

hand, the number of nodes in the hidden layer can be varied * = 1— exp(—2(log(£run) — log(fnun))/n)

in the context of a model selection procedure. For a giVQﬁhereEfu” and/,,,;; are the full and null likelihoods of the
number of hidden nodes, given training data consisting ghivariate fit, andn is the number of records. This quantity
input vector/survival time pairs, the weights are determingghs a similar interpretation as the coefficient of determination
by minimizing in univariate linear regression [13]. Note that this quantity is
H(W|X1, Y1\ Ao, ) based on a moqlel of one degree of freedom, thus controlling
5 5 for overfitting. Figure 4 display$:? for the full and reduced
=—-L(W, X;,Y)+ )‘Zwij + A Zwij ®)  models over a range of andn,. On this basis, a full model
izl =0 was selected with;, = 12, A = 6, with R? = 20.6. This
with respect tolW where W represents all weight$w;; : model employed 426 nodes. Upitg = 14 hidden nodes were
(i,7) € E}, X;,Y; represents all predictors and (censoredvaluated. For comparison, the same procedure was carried out
responses in the training datajs thedecayparameter and, using the main effects model described in Section III-C, using
is thebias decayparameter. The parametexsaind A, function the variable subset of the full model (F), which resulted in
as smoothing parameters, with a separate value appliedRd= 0.15.
weights connected to the bias node. We follow the practice
of setting A, to be a small fraction of\, here 1/25 [9]. The
quantity (W, X;,Y;) is the Cox partial likelihood defined in  To evaluate the model, the prediction tepmvas calculated
[10], which follows from equation (1) and (2). for each test record using the model selected in Section IV.

V. MODEL EVALUATION



TABLE VI Comparison of predicted and observed mean and quartiles
PROPORTION OF ACTUAL CLOSED DURATION QUINTILES BY PREDICTED
QUINTILES.

Prediction Actual Duration Quintile
Quintile 1 2 3 4 5

50

5
5

Observed Mean (test data)

Observed Median (test data)

1 038 027 020 011 0.4 ) )

2 025 0.22 0.23 0.19 0.12 ° °

3 0.19 0.21 020 0.23 0.17 0s 1 s © 10 05 1 e © 10
4 0.16 0.16 0.19 0.22 0.27 Predicted Mean (test data) Predicted Median (test data)

5

0.09 0.12 0.13 0.26 0.40

uartile (test data)
50
50

5

Note that these prediction terms will possess the same orderi
as the duration that would be predicted by substitutjrigto
(1). The prediction terms were partitioned into deciles, and e 1 T o o 1 s 1 T o o

actual test durations summarized by boxplots for each decile-  Predicted 1t Quartie (st data) Predicted 3rd Quartie (test data)

partition in Figure 5. A clear relationship between predicted

and actual duration is indicated. Conditional probabilities fdiig. 6. Estimated relationship between actual and predicted duration means
actual quintiles given predicted quintiles are given in Tabf&d quartiles by individual subject.

VI, which also indicate good predictive ability.

05

ved 1
05

Observed 3rd Quartile (test data)
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Percentile Groups Percentile Groups Fig. 7. Predicted mean and median duration against actual mean and median

duration partitioned by POB, for each sex. Predictions are calculated using

) . ) . . ) Method A (averaging over prediction terms).
Fig. 5. Actual durations (for closed claims) partitioned into deciles on the

basis of prediction terms calculated from selected model. Plots are given in
original and logarithm scale, for clarity. The location of 1, 4 and 10 weeks is
indicated. VI. PREDICTIONSBASED ONPARTIAL INPUTS

It may be impractical to require the complete 10 predictor

Because (1) permits the calculation of a predicted distribipputs of Table I in order to make a prediction. We therefore
tion directly fromn, a subject-level comparison of predictecconsider two procedures for making predictions based on
and actual duration distributions can be made. For a giverpartial inputs.
predicted distributional summaries, such as means and quaMethod A: When a partial input is made, the application
tiles obtained from (1), can be compared to analogous sutakes the average value of prediction teframong all training
maries from the actual durations conditioned on the predictegtords matching the partial input. This average becomes the
guantities. This can be done by constructing a moving windgaediction term.
of one week duration centered at a given predicted value.Method B: When a partial input is made, the application
The actual summary value is calculated within the windowakes the average survival curve among all training records
The results are shown in Figure 6. Some bias is indicated foatching the partial input. This becomes the output survival
the mean, but the quartiles are accurately estimated, althowgive.
for each summary, the estimates become unstable for largefo compare these methods, predictions were calculated
durations. using each combination of POB code and SEX as the partial



POB (method B) POB (method B) difference would not vary with the other predictor values. In

£ 7 ] st o 30 of 45 cpdes exqmined (smalll samples apd zero differenges
Es . es @wo@%%/ Eaf o o Ozogg‘“;;ﬁ/ were not included in the analysis) the predicted difference is
Tl . e s gt of the same sign as the actual. Kendall's correlation coefficient
é a ® 57 i, e (based on an excess of concordant pairs) was calculated for
.l Bl the scatter plot and found to be significantly different from 0
o1 05 1 s 1 % 0 o5 1 s M (P = 0.0003).
Actual female mean Actual male mean
POB (method B) POB (method B) VIl. CONCLUSION

§° B <8 B An ANN model was developed for the prediction of claim
g, o 0| Es o duration in a work injury compensation environment using
g . 0%0;-23?% B § o oﬁj&%"/" o’ a detailed coded description of the injury, as well as demo-
§ S BE")E?E 3. ° g/gf"’ “ graphic covariates, as input. The network is imbedded in a Cox
3 . o § ) 7 proportional hazard model, so that censoring of training data
fTa e s 1o 0 o1 o5 1 s 1. % may be accounted for, and a complete duration distribution

Actual female median Actual male median may be output. Model validation suggests that the predictions

are able to accurately model both the effect of the input, as

Fig. 8. Predicted mean and median duration against actual mean and megi@)| as the inherent variability of the durations. A procedure
duration partitioned by POB, for each sex. Predictions are calculated usj . . Sl
Method B (averaging over survival curves), fot dealing with partial inputs was proposed, and found to

accurately predict durations implied by the input. The advan-
tage of the ANN approach was demonstrated by the ability of

input. Means and medians were calculated and comparecmﬁ model to efficiently capture predictor interactions. Overall,

the actuals values obtained from the data. Here we use g model provides an example demonstrating the efficacy of
training data. Figures 7 and 8 display the results. A clo&NN based modelling in applications for which the complex
correspondence between the predicted and actual summari€&ricture of the predictor set effectively precludes the use of
evident, although there is a tendency for the prediction calctfandard statistical modelling tools.
lated using Method B to overestimate the mean. Additionally, REFERENCES
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